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APPENDIX I
DETAILED FAILURE MODEL

WE model failures at the coarse granularity level of sys-
tem management (cf. Section III-A): if any component

of an allocation unit (e.g., a CPU, a memory chip, a network
chip, etc.) fails we treat it as a failure of the allocation unit as
a whole. This is also consistent with the system management
approach of Blue Gene/L [1].

We assume that all failures are independent of each other, so
that it is enough to model failures of a single component. For
each component (an inter-switch link or an allocation unit) we
model failures as a Poisson stochastic process: the probability
that a failure will occur by the time t since the component
became operational is given by

P (t) = 1 − exp(−µt), (1)

where µ is the failure rate per unit time.
The probability density function of failures is therefore

given by
p(t) =

dP (t)

dt
= µ exp(−µt), (2)

and hence the mean uptime of the component becomes

U =

∫
∞

0

tp(t)dt =
1

µ
. (3)

We also assume that once a failure occurs it will take a con-
stant downtime D to repair the component. This assumption is
based on the observation that large scalable systems are built
from modules that can be easily substituted, so no complicated
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repairs are needed: in case of a failure the defective module
will be simply swapped for a new one in constant time.

The main reliability parameter of a component, its mean
time between failures, MTBF , is just the sum of mean uptime
and mean downtime,

MTBF = U + D. (4)

We assume that all inter-switch links and all allocation units
are identical, and we only need to specify mean uptimes UL

and UAU and mean downtimes DL and DAU for links and
allocation units separately to fully specify the failure model.

Our simulator generates a random time to failure, TTF ,
from the probability distribution (1), where µ is related to the
mean uptime U via (3), for every link and every allocation
unit after each failure and recovery. Thus, failures and recov-
eries become additional scheduling events, just like, e.g., job
terminations. In fact, failed allocation units and links will be
a part of the specification of the machine state before each
invocation of the partition allocation algorithm.

The short experience with operational Blue Gene/L systems
and the very preliminary accumulated failure statistics suggest
link uptimes of the order of a few years. This led us to
experimenting with µL = 0.004, µL = 0.002, and µL = 0.001
failures/week, corresponding to average link uptimes UL of
roughly 5, 10, and 20 years, respectively. Considering that a
8 × 8 × 8 machine with the line topology of Fig. 5(b) has
15 × 64 × 3 = 2880 links we can compute the link weekly
failure rate for the whole system (Table I). Comparing these
values to the estimated failure rates for the other components
of Blue Gene/L [2] we see that link failures are dominant
for uptimes less than 15 years. This is reasonable, since a
machine where nodes and switches are unstable is not viable,
while there is some level of redundancy for links.
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TABLE I
LINK FAILURE RATES IN A 8 × 8 × 8 SYSTEM FOR DIFFERENT VALUES OF

LINK UPTIMES. THE LAST ROW PRESENTS THE FAILURE RATE FOR ALL

THE OTHER COMPONENTS SCALED FROM THE ESTIMATES FOR

BLUE GENE/L (FROM [2]).

uptime failure rate links in a failure rate
per link per link 8 × 8 × 8 per system
(years) per week system per week

5 0.004 2880 11.52

10 0.002 2880 5.76

20 0.001 2880 2.88

other components (scaled) 3.57

For simplicity, we assume that links are much less reliable
than nodes and switches, and ignore the possibility of other
components’ failures, i.e., we assume UAU = ∞ and DAU =
0. This will serve our goal of investigating how the obviously
higher link redundancy in the multi-toroidal architecture gives
it an advantage compared to a 3D torus.

We also assume that once a failure occurs it will take a
constant downtime D to repair the component. This assump-
tion is based on the observation that large scalable systems
are built from modules that can be easily substituted, so
no complicated repairs are needed: in case of a failure the
defective module will be simply swapped for a new one in
constant time. We assume that spare hardware is not readily
available, and that replacing a faulty custom communication
link takes approximately a week, including delivery to the
customer site, etc. Thus, in our simulations we adopt 1 week
as the value of the average downtime DL.

Note that one needs to be careful when simulating different
loads, because changing the offered load is usually done by
changing the ratio between the time scales of the jobs’ inter-
arrival times and runtimes. With failures in the picture we
have a third time scale — that of failures. In our simulations
we scaled it similarly to the inter-arrival times to change
the offered load. Since the absolute failure rate (µL) should
remain the same, this means that effectively we changed the
offered load by scaling the jobs’ runtimes. In other words, two
workloads that differed only by offered loads consisted of jobs
of the same sizes and shapes arriving at the same times, but
in one of them the jobs were longer than in the other by a
constant factor.

Also note that failures may occur in a “busy” partition, i.e.,
a partition in which a job is currently running. Therefore, we
must also model the actions that the system will perform in
such a case. There are several options:

• the running job will be pushed to the head of the waiting
queue and restarted from the beginning according to the
normal scheduling rules;

• the running job will be pushed to the tail of the waiting
queue and restarted from the beginning according to the
normal scheduling rules;

• the running job is checkpointed at regular intervals while
it runs, and on failure it will be pushed to the head of
the waiting queue and restarted from the last checkpoint

before the failure according to the normal scheduling
rules.

In our simulations we choose the third option: we assume
that every job is checkpointed frequently (with a period much
shorter than the job’s runtime and much shorter that the mean
link uptime and downtime), and if a failure occurs the job is
inserted into the head of the queue and is restarted as soon as
possible, essentially from the point of failure.
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