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APPENDIX II
ASSESSING THE UTILIZATION-PRICE TRADE-OFF

OUR work focuses on analysis of advantages of the
multi-toroidal interconnect compared to the toroidal one.

We chose machine utilization as our main metric, and we
have shown that the multi-toroidal interconnect allows better
utilization of resources when the workload contains toroidal
jobs (cf. Section VII-F). It is clear, however, that this advantage
is a direct result of the more complicated interconnect: there
are more communication links and the switches have a higher
degree compared to a toroidal machine.

We have not taken the cost of the machine into account
so far, apart from the basic scalability considerations, such
as noting that the number of additional links compared to a
toroidal machine is linear with the machine size (Section III-
C). To complete the analysis, we need to analyze the trade-
off between the higher price tag and the higher utilization of
the multi-toroidal machine. More specifically, we ask what
considerations should govern a decision to procure a machine
with a particular topology, given a choice.

Part of the answer is, obviously, the expected workload. It
is clear from Fig. 14, for example, that if the machine is to run
mesh jobs only one would be better off with the simpler and
cheaper toroidal interconnect, since multi-toroidal machines
of the same size would not offer any advantages. Assuming
that the composition of the workload is known or predicted
with reasonable confidence, one is tempted to adjust Fig. 14
to take into account the price difference between the toroidal
and the multi-toroidal machines of the same size. Namely,
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if the latter is more expensive by a certain factor, then the
graph corresponding to the multi-toroidal machine should be
moved down by the same factor. The two lines in Fig. 14 will
cross, and one would conclude that if the projected fraction of
toroidal jobs in the workload is less than that of the crossing
point the toroidal machine will be more cost effective, and
vice versa.

This argument, while seemingly reasonable, is a bit too
simplistic. A more complete picture emerges when acquisition
of a massively parallel machine is considered as an investment,
and running jobs on it is viewed as a source of revenue. This
point of view is valid whether or not the machine owners really
get paid by third parties for the jobs their machine run. An
organization that runs its own tasks on the machine it owns is
advancing its business goals, and the value of this ability to
the machine owners can be appropriately priced.

Therefore, a higher resource utilization means that more
jobs can be run on the machine in a given time interval,
and thus more revenue per unit time is generated. A simple
economic model corresponding to this point of view may look
as follows. Assume that running a job on the machine is priced
in proportion to the amount of work done, which is the product
of the number of CPUs (or, equivalently, nodes or allocation
units) used by the job Nj and the job’s runtime tj ,

Pj = cNjtj . (1)

If n jobs are run on the machine over time t then the total
revenue is given by

R(t) = c

n∑

j=1

Njtj = cNUt, (2)
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where N is the machine size and

U =

∑n

j=1
Njtj

NT
(3)

is the average utilization. For simplicity, we assume that there
is no degradation over time and the average utilization remains
constant.

Assuming that the cost of machine maintenance per unit
time M(N) is also constant over time (note that we do not
assume it is proportional to the machine size, we only assume
it is known or can be estimated), the profit over time t is given
by

R − M(N)t = (cNU − M(N)) t. (4)

As a side note, we did not include any amortization costs
in our model, assuming that the machine will not be resold
but will rather become obsolete and will be written off after
a certain time tO. We also ignore interest rates for simplicity.

From 4 we can estimate the time needed to recover the
initial investment P ,

tP =
P

cNU − M(N)
, (5)

where P , N , and M(N) are assumed known, c is a parameter
of the projected pricing model, and U can be determined from
a graph similar to Fig. 14, assuming the decision-maker has a
reasonable understanding of the workload that will be run on
the machine. It is clear that the higher the machine utilization
the faster the initial investment will be recovered.

The above assessment (possibly in a more sophisticated
form) can be performed for both the toroidal and the multi-
toroidal machines, and can serve a basic for procurement
decisions. It should be noted that if, as is reasonable to assume,
the machine owners recover the original investment before the
machine becomes obsolete and is written off, i.e., tP < tO,
then after tP the machine starts earning pure profit, and the
earnings rate is higher for a better utilized machine.

For a concrete numerical example, let us assume that the
pricing model is such that were an 8× 8× 8 toroidal machine
fully utilized the owners would recover the initial investment
in 5 years, given an SDSC-like workload ([1]) containing 30%
toroidal jobs and 70% mesh jobs (cf. Fig. 14). Assuming the
machine costs $10M and costs $1M per year to maintain, and
given that the average utilization of the machine for such a
workload is approximately 48% (from Fig. 14), 5 allows us
to calculate the corresponding value of c,

c =
P + M(N)t

NUt
=

$10M + $1M/yr · 5 yr

512 · 0.48 · 5 yr
= $0.0122M/yr. (6)

Let us assume that the owners of a multi-toroidal machine
of the same size adopt a competitive (i.e., exactly the same)
pricing policy. Their machine costs 10% more, $11M, and
costs 10% more to maintain, $1.1M per year, but is better
utilized by the same workload — the utilization is 62% (cf.
Fig. 14). We can substitute 6 into 5 to obtain

tP =
$11M

$0.0122M/yr · 512 · 0.62− $1.1M/yr
≈ 4 yr. (7)

We see that despite the higher acquisition price and the
higher maintenance cost the multi-toroidal machine will re-
cover the initial investment a year earlier than the toroidal one.
By the time the owners of the toroidal machine recover their
initial investment the owners of the multi-toroidal machine
will have earned an additional $2.775M. After that, each year
the multi-toroidal machine will bring in $0.775M more profit
than the toroidal one.
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